February 12th, 2004 
2nd HIPAA talk
Presenter Ed Messerly

Book references:
1) Principles of Information Security, 

By Dr. Michael E. Whitman and Herbert J. Mattord

ISBN 0-619-06318-1 

2) XML Programming

  
By Microsoft Press


ISBN 0-07286429x
Reference Web-site links:

1) http://www.sans.org/rr/catindex.php?cat_id=72
2) http://www.cert.org/nav/index_green.html
Introduction to Information Security

Software Development Security 
Recommended Books:

Michael Howard & David LeBlanc, Writing Secure Code

Microsoft Press, 2002,  ISBN 0-7356-1588-8

Highly recommended:

John Viega & Gary McGraw, Building Secure Software
Addison-Wesley 2002, ISBN 0-201-72152-x

“Simplicity maximizes understanding and exposes malice.”








-William Hugh Murray
Guiding Principles for Software Security

1. Secure the weakest link

2. Practice defense in depth

3. Fail securely

4. Follow the principle of least privilege

5. Compartmentalize

6. Keep it simple

7. Promote Privacy

8. Remember that hiding secrets is hard

9. Be reluctant to trust

10. Use your community resources

1. Secure the weakest link 

The end user, administrator, server or application is the weakest link.   Even with weak encryption schemes like SSL-1 with 512 bit RSA keys, most hackers will use social engineering or go after buffer overflows that abound in programs written in C as their first choice in attack.

2. Practice defense in depth

In programming, think of an onion.  The key to one layer of the onion, which exposes a set of services, uses a new key to expose the next layer.   Hopefully, if one layer of defense proves inadequate, another layer of defense will prevent a full breach.  

Defense in depth may seem contradictory to secure the weakest link, but it is not.   Secure the weakest link refers to components or process that do not have an overlapping security process. 

3. Fail Securely

All systems eventually fail.   The question is how do they act once a system fails.   Quite often the default recovery is an insecure method.   Use the example of a credit card transaction.   If the phone authorization process is interrupted, the merchant can mechanically continue the transaction without the authorization.   A thief merely cuts the phone line to initiate a mechanical transaction.   With distributed applications, a wily hacker only has to identify legacy systems that are deployed on servers that haven’t been upgraded and challenge them.   Legacy users are usually the largest customers a company has so they must support them.   As a result, company has a built in almost impossible to close security point of failure.   When we design software, we must look at the recovery from failure process and a have a dedicated forced upgrade path.  No exceptions.

4.
Follow the principle of least privilege

The principle of least privilege states that only the minimum access necessary to perform an operation should be granted, and that access should be granted only for the minimum amount of time necessary.  (This principle was introduced by JH Saltzer, Proceedings of the IEEE 9,(63), 1975) 

Some of the most famous violations of the principle of least privilege exist in UNIX systems.   For example, in UNIX systems, root privileges are necessary to bind a program to a port number less than 1024 (This restriction is a remnant from the research days of the Internet, when hosts on the Internet were all considered trusted.   It was the user-level software and the end user who were untrusted).  As an example, the problem with many e-mail servers is that they don’t give up their root permissions once they grab the mail port.   If a malicious attacker were to find a suitable stack overflow, he or she will be able to get root.   Given root permission, anything valid that the attacker tries will succeed.    The problem of relinquishing privilege is especially bad in Java because there is no operating system–independent way to give up permissions.     What about Windows?  Crafting exploits are somewhat more difficult because functions are dynamically loaded (DLL’s) and it is harder to figure out where those functions live in memory.  And if the one you need isn’t loaded you have to figure out how to load it.    (See “The Tao of Windows Buffer Overflow”)

5.
Compartmentalize

The basic idea behind compartmentalization is to minimize the amount of damage that can be done to a system by breaking up the system into as few units as possible while still isolating code that has security privileges.   This same principle is used in prison design.   Prison designers try hard to minimize the ability of large groups of criminals to get together.   Prisoners bunk in cells not barracks.  Smaller groups mean less of a security risk.   There are vary few compartmentalized OS’s.   An unwieldy one, but known one is Trusted Solaris from Sun Microsystems.

6. Keep it simple

The KISS mantra is pervasive: Keep It Simple Stupid!   This motto applies just as well to security as it does to everyone else.   Complexity increases the risk of problems.   Avoid complexity and avoid problems.   

Complex design is never easy to understand, and is therefore more likely to include subtle problems that will be missed during analysis and testing.  Complex code tends to be harder to maintain.  And most important, complex software tends to be more buggy!

7. Promote privacy

Privacy trades off against usability.   Customers should use one use only credit card numbers for purchases on web servers.   However, the usability issue strikes.   One off credit cards are bothersome to obtain, especially when merchants are trying to encourage impulse buying.      To make servers and the applications on them safer, they should have no information archived in them.  These ideas run counter to human nature and a business natural desire to accumulate as much information about their customers.     

What can we do?   Make sure that applications do not advertise what they are.   In fact, lie!   There is no reason not to have the telnet service say that is it Red Hat Linux when in fact it is Windows 2000.   Leaving any sort of information around about a system can help potential attackers.   Deterring an attacker through misinformation can work.   If you are using AES as an encryption algorithm, does it hurt to claim to be using Twofish?   Both algorithms are believed to provide similar levels of cryptographic security so there’s probably no harm done.

8. Remember hiding secrets is hard.

Once information moves between two locations or people it can be viewed, no matter the encryption.   So the answer is in the complexities that are layered.    However, if the information is considered of a high enough value, music or DVD’s for instance, the cracks for the transparent binaries will appear usually the same day the software is released.  

9. Be reluctant to trust

Servers should be designed not to trust clients, and vice versa, because both clients and servers get hacked.   A reluctant trust can help with compartmentalization.

Sometimes it is prudent not to trust even yourself.   It is all too easy to be shortsighted when it comes to your own ideas and your own code.  Although everyone wants to be perfect it is often wise to admit that nobody is, and periodically get some objective, high quality outside eyes to review what you’re doing.

10. Use your community resources

There is strength in numbers.   Other programmers or administrators are doing similar projects.    Remember many of the problems listed here continue to affect us even though they were originally documented as affecting mainframes 30 years ago!   We are still making the same mistakes.    

The process:

The most important prerequisite to software risk management is adopting a high-quality software engineering methodology that enables good risk management practices.   The premier methodology is the spiral model, shown in figure 2-1.   The spiral model posits that development is best performed by doing the same kinds of things over and over again, instead of running around in circles.  However, the idea is to spiral in toward the final goal, which is usually a complete robust product based on new experiences. 

In the spiral model, the first activity is to create a set of requirements.   Requirements are essential.   You need to be sure to consider security when the requirements are derived.

The second activity is to identify your largest risks and evaluate possible strategies for resolving those risks

A risk management exercise may begin anytime during the overall software life cycle, although it is most effective when applied early.

When risk management begins, gather artifacts.   People, stakeholders, documents (design, architecture, management) any existing code and even test cases are artifacts.

Prototype a risk solution and measure it against the business context.   

The key to the spiral model is applied at iterations at each milestone during software life cycle phases.   Each local software risk management cycle involves application of the same series of steps.   

This model replaces the old waterfall method, where we never looked back. 

A dose of reality: The security lead is always subservient to the businesses’ business rules and profit context. 

(From Building Secure Software by John Viega and Gary McGraw) 
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Figure 2-1 The spiral modei of software development




